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Abstract. This paper presents a scalable and modular client-server architecture for content-
based multimedia retrieval. The proposed architecture is designed to facilitate straightfoward
addition of new media types and retrieval operations without modifications to existing features.
This is achieved by the encapsulation of data, operations and user interface related to a particu-
lar media data or query entity into a single component. The encapsulation allows us to divide
the system into a media independent platform and modular media specific extensions, which
provide knowledge and functionality related to a specific media type such as still image or vid-
eo. The current implementation includes CBIR extension, which allows realization of complex
content-based queries of images based on example images, sketched or predefined personalized
semantic concepts with different color, texture and shape attributes. Various experiments are
carried out to demonstrate the functionality of the architecture.

1. Introduction
The breakthrough of the Internet, the World Wide Web and new devices for producing digital
content such as digital (video) cameras have resulted in massive collections of multimedia data.
This in turn has created a demand for efficient tools for searching and browsing the multimedia
data, either directly by the content itself or by some metadata associated with the content. Con-
tent-based multimedia retrieval has been subject to active research since the early 1990’s, re-
sulting in a large number of experimental retrieval systems.

Multimedia retrieval systems are traditionally described in form of a dataflow diagram
(DFD). DFD is less suitable for describing an extensible multimedia retrieval system, however,
because it separates data and the operations that modify the data. Consequently, the addition of
a new data component or a new operation can introduce a number of scattered changes in the
diagram, which complicate development. Typically, retrieval systems use some kind of text-
based query language or communication method between DFD processes [9][22]. Parsers have
to be created to encode and decode the query language. XML-based query languages such as
MRML make this task a bit easier, because ready-made parsers exist. However, typically a new
feature requires modifications to user interface, media analysis, data model, search engine, and
the protocols used between modules. This complicates the development and tailoring of the re-
trieval system according to the needs of the user and the application. Arora et al. [1] addressed
this problem with an interesting agent-based retrieval architecture, whose realization in terms
of user interface and indexing was not unfortunately described in detail.

The goal of this work is to develop a distributed multimedia retrieval architecture called
CMRS, which can be easily extended to include new media types and retrieval operations with-
out modifications to existing features. To achieve this we employ the principal idea of object
orientation: encapsulation of data and operations into a single unit. This allows us to divide the
system into a media independent platform and modular media specific extensions, which con-
tain encapsulations of data (physical media items and operations to analyze the media items)



and queries (a query definition and operations to perform queries with this particular query def-
inition). This division gives us great flexibility in extending the system with new media types
and/or operations.

This paper presents the current state of the CMRS architecture, which comprises of a media
independent platform providing basic functionality, and media specific extensions providing
enhanced analysis and retrieval functionality for particular media types. The CMRS architecture
is described in Section 2. The functionality of the system is demonstrated with experiments in
Section 3. Section 4 discusses future work and concludes the paper.

2. The CMRS architecture
The CMRS architecture has been designed using the following principles:
Generality. CMRS is not targeted to a specific application domain or media type, but it can
manage several different media and/or query types independently.
Extensibility. CMRS can be easily extended to support different media and/or query types.
Flexibility. New media and/or query types can be added to CMRS without modifications to the
existing ones. 
Por tability. Java implementation provides platform independence.
Reusability. CMRS is built using component-based approach, which allows reuse in other ap-
plications.

CMRS is a distributed client/server-architecture that comprises of a fully media independ-
ent platform and media specific extensions, whose simple relationship is illustrated in Fig. 1a.
The platform offers services such as basic client-server communication and distribution, and
storing and retrieving capabilities of different data objects. Media specific extensions provide
knowledge and functionality related to a specific media type such as still image or video.

Figure 1. Principal components of the CMRS architecture described using UML notation. (a)
CMRS architecture comprises of a media independent platform and media specific extensions,
which contain one or more Data and Query components. (b) Data and Query components en-
capsulate the data, user interface and operations related to physical media items and queries, re-
spectively. (c) Runtime view of the platform.

A media specific extension consists of one or more Data and Query components, which are
depicted in Fig. 1b. A Data component encapsulates physical media items and operations to an-
alyze the media items to generate the associated metadata, which are stored in the database. A
Query component stores the specification of the query and operations to perform the query in-
dependently of the database. Both the Data and Query component also have an own user inter-
face, with which they can visualize themselves, hence the general structure of the components
lends to the well-known MVC (Model-View-Controller) paradigm. In the case of the Query
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component the Query Editing User Interface is used to provide Query Definition Data. The
Query component also includes Query Logic, i.e. operations to process the query: retrieve Data
components from the database and rank them according to the Query Definition Data.

This approach makes the platform very simple and light in terms of user interface, search
methods and data model. It just delegates complex functions such as querying or showing media
objects to media specific Data and Query components. Because Data and Query components
are independent and have own user interfaces, new components can be added without any mod-
ification to the platform or existing components. Similarly, support for a completely new media
type can be added without any modifications to the platform or existing extensions. The plat-
form consists of four modules: Server, Client, WWW-Gateway and WWW-Client. Runtime view
of a typical system configuration is presented in Fig. 1c. Query and Data components denoted
by q and d are transferred between Client and Server using object serialization mechanism pro-
vided by Java. 

2.1. Server
The main task of Server is to authenticate users, process queries and offer database services to
Client(s). DatabaseService handles all connections to the database and offers database manage-
ment interface for Clients and Data components. QueryService handles query processing and
offers the query-processing interface to the Client(s) and Query components. Because all Query
components know how to retrieve similar components from the database, QueryService does
not need to know what it is currently retrieving, but it just offers common framework for Query
components. FeatureExtractionService controls metadata extraction, providing Client(s) with
the possibility to automatically distribute the metadata extraction of Data components over
available computing resources. Since metadata extraction is usually a time consuming process,
distribution of computation is desirable. In the CMRS architecture different Server(s) can be
connected together for this purpose.

2.2. Client
Client consists of four applications, Database Manager, Query Definition Tool, Annotation
Tool (Section 3.2), and SOM Browser (Section 3.3). Database Manager is a user application,
which provides user interfaces for browsing and managing the database. The browser uses a
common tree-based user interface, which visualizes database folders and their content. The con-
tent of the selected folder can be visualized in two ways: default thumbnail view and table view
showing detailed information of data objects without thumbnails. New folder visualizations can
be easily added to Database Manager through a common interface.

Query Definition Tool is a user application, which is used to define content-based queries.
User can define queries by adding Query components to a query definition tree and then defin-
ing Query Definition Data for each Query component with the component specific Query Edit-
ing User Interface (see Fig. 3a). With the tree-structured query definition it is possible construct
also very complex queries by combining multiple attributes with different logical operators and
similarity metrics. Query definition is fully media independent, for all Query components have
own Query Editing User Interface and all components are accessed via a common abstract in-
terface. This approach is very flexible, allowing independent development and addition of new
Query components.

2.3. Query and Data components and query processing
The CMRS platform provides a basic set of media independent Query and Data components,
such as strings and dates. The collection can be extended by media extensions. CMRS has two
types of Query components: Attributes and Collections. Whereas an Attribute Query stores an



individual feature value, a Collection Query can contain several Attributes. 
When a query is executed, it is sent to Server using object serialization and Java RMI. Que-

ries are implemented as Query components, whose built-in Query Logic determines which
items in the database need to be accessed, and how to perform the query operation. Each Col-
lection Query delegates query processing to the Attribute Queries it contains. Each Attribute
Query returns a list of matching Data components, which is ranked according to the designated
similarity metric. The user can choose from a variety of (dis)similarity metrics, e.g. L1, L2 and
Loo norms and X2. Individual (dis)similarity scores of several Data components can be com-
bined into an aggregate (dis)similarity score in different ways, e.g. min, max, average or median
of the individual similarity scores. Finally, the ranked list of Data components is sent back to
the Client to be viewed using the user interface specific to the Data components.

2.4. Database generation
When a new media object is added to the database, the platform creates the corresponding Data
component and asks it to generate metadata. Once the metadata has been generated, the Data
component is added to the database in the specific collection, which can be browsed by Data-
base Manager or retrieved by the corresponding Query component.

2.5. Relevance feedback
An efficient way to narrow the semantic gap between high-level concepts employed by the user
and low-level feature presentations is to use relevance feedback mechanism. It is a powerful
technique, which has been used extensively in traditional text-based information retrieval sys-
tems for over 20 years. In relevance feedback an existing query is automatically adjusted based
on the information fed back by the user about the relevance of previously retrieved objects so
that the modified query is a better approximation of the user’s information needs [3]. In CMRS
different query point movement relevance feedback methods can be integrated directly to each
Attribute Query component. Consequently, the platform does not have to know nothing about
relevance feedback and query point modification algorithms, because each component knows
how to modify itself after the user has provided feedback on the relevance of query results. Cur-
rently, the query point movement method used in the MARS system [19] has been implemented
into the CMRS system.

2.6. Indexing
Efficient indexing of high dimensional feature vectors has remained an undefeated challenge
for the database community. One of the purposes of the CMRS architecture is to provide a test-
bed for access methods [7]. The indexing subsystem of CMRS provides support for different
tree-based and filtering-based access methods. Currently, following methods are included: lin-
ear scan on the plain feature data stored in separate collections, triangle inequality pruning [2],
average color filtering [6], and VP-tree [21]. Also, a JNI-interface provides access to the GiST–
library, which contains implementations of R*-, SS- and SR-trees  [8].

2.7. WWW UI
The CMRS architecture offers retrieval and browsing possibility also in the WWW using
HTML- and Java-based user interfaces. The server side of the WWW interface is implemented
using Java servlet technology and a three-tiered architecture (WWW-Client <> WWW-Gateway
<> Server). Widely used servlets offer suitable tool for dynamic web content generation in Java
environment. The WWW-Gateway implemented by servlets acts like Client from Server’s point
of view, converting Server’s RMI-communication to HTTP understood by WWW-Clients. 



Figure 2. WWW-Client in a full-blown browser (a) and in a downscaled browser of a mobile ter-
minal (b).

WWW-Client  is a simplified version of the standard Client, supporting only image queries
based on example images and sketches drawn by the user, of which the former uses HSVColor-
Correlogram Attribute and the latter HSVColorHistogram Attribute (see Section 2.8). Example
image queries are implemented using the query bag metaphor, where up to three example im-
ages can be added into the query bag to be used in the query. If the query bag contains several
images, retrieval results are combined with the OR operator, i.e. the maximum of image wise
similarity scores is regarded as the aggregate similarity score. Sketch query functionality is im-
plemented as a Java applet. User can add any image from the database or from the Internet to
the sketchpad and modify it by a painting tool. Fig. 2 illustrates the user interface of the WWW-
Client in a full-blown browser and in a downscaled browser of a wireless terminal, which allows
mobile retrieval.

2.8. CBIR extension
As was described earlier, media specific extension contains Data components, which encapsu-
late physical media objects, user interfaces to visualize them and algorithms for extracting meta-
data from them, and Query components, which encapsulate the definition of the query, user
interface for editing the query and logic for processing the query. CBIR (Content-Based Image
Retrieval) extension provides a number of image specific Data and Query components, which
allow realization of complex content-based queries of images.

Current Data components for representing physical image objects:
•Image; physical image object in database, queried by Image Query.
•Segment; arbitrary segment(s) in the image, queried by Segment Query.
•Tile; rectangular area(s) in the image, queried by Tile Query.

(a) (b)



Current Collection Query components:
•Image Query; query on the whole image, can contain several Segment, Tile or Image 
Attribute Queries.
•Segment Query; query on arbitrary segments in the image.
•Tile Query; query on rectangular segments in the image.
Some Image Attributes, which provide the algorithms for analysing the content of physical

image objects: RGBAverageColor, HSVColorHistogram, HSVColorCorrelogram, RGBColor-
Correlogram [11], LBPTexture [16], SimpleShapeDescriptors.

Fig. 3a illustrates the definition of a Image Query, which comprises of a Segment Query and
Image Attribute Query: retrieve all images that contain a segment of skin (see Section 3.2) in
the middle of the image and have the given HSVColorHistogram (blue in this case). Presenta-
tion of corresponding retrieval results is illustrated in Fig. 3b. The ‘ -1’  and ‘1’  buttons allow
designating negative and positive examples for the purpose of relevance feedback.

Figure 3. (a) Definition of Image Query using Segment Query and Image Attribute Query. (b)
Retrieval results.

3. Exper iments
In the following we demonstrate the functionality of the CMRS architecture with various exper-
iments in retrieval, annotation and browising of images.

3.1. Image retr ieval
In this experiment the image database contained 2445 images from three different sources
[4][18][20]. The images were partitioned into different semantic categories by a human observ-
er. In other words, the images belonging to a certain category were perceived to be similar in
terms of semantic meaning, not necessarily have identical color content or spatial structure. An
image could belong to multiple semantic categories. Images of eight categories were used as
query images. The quantity of images per category varied from 13 to 335 so that the total
number of query images was 822. The other 1623 images in the database served as uninteresting
‘bulk’ , which was supposed to make the problem simulate real life retrieval of images from a

(a) (b)



large heterogeneous database. A more detailed description of the experimental setup and earlier
results are provided in [17].

In this study we use this image data to compare the retrieval performance of different color
descriptors used in CMRS and QBIC. Fig. 4 shows precision (percentage of query category im-
ages of all retrieved images) as a function of recall (percentage of retrieved query category im-
ages of all images in the query category) averaged over the 822 queries for QBIC and CMRS
with two different Image Attributes (HSVColorHistogram and HSVColorCorrelogram). The re-
sults reflect the superior discriminative power of color correlogram, which also incorporates lo-
cal spatial ordering of colors, in addition to the global color properties captured by histograms.

Figure 4. Retrieval results for QBIC and CMRS with two different Image Attributes.

Fig. 5a illustrates the first ten matches from CorelGALLERY (about 10000 images) [4],
when CMRS (HSVColorCorrelogram), QBIC and IMatch 3 [12] were presented with the tiger
in the first row as the query image. IMatch 3 is a commercial image management solution for
large image collections, facilitating image queries based on color, texture and shape. The chal-
lenge in using IMatch 3 is in making ‘correct’  selections for the many different parameters af-
fecting the query. A limited number of attempts were made and the enclosed result, which
appeared best, was achieved with “color and shape, fuzzy match” . The better results for HSV-
ColorCorrelogram demonstrate the benefits of capturing the very distinct local spatial structure
of tiger’s stripes, in comparison to just the global color histogram of QBIC. The internal feature
representations of IMatch 3 are not disclosed.

In terms of query execution times, CMRS (HSVColorCorrelogram) took about 5 seconds
and IMatch 3 about 7 seconds to complete the tiger query. CMRS’s query execution times de-
pend heavily on the complexity of the engaged Image Attribute. If simple RGBAverageColor is
used, CMRS takes only a blink of an eye to process the tiger query.

Fig. 5b illustrates the impact of relevance feedback in refining a query of gorilla images.
Three positive (‘1’ ) and six negative (‘ -1’ ) result images are designated in the result set of the
first query for the purpose of using relevance feedback in the second query, whose result set
demonstrates a noticeable improvement in retrieval performance.
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Figure 5. (a) First ten matches for CMRS (left), QBIC (middle) and IMatch 3 (right), when the
tiger in the first row is used as the query image. (b) Positive (‘1’ ) and negative (‘ -1’ ) result im-
ages are designated in the result set of the first query (above) for the purpose of using relevance
feedback in the second query, whose result set (below) demonstrates a clear improvement.
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3.2. Image annotation with Annotation Tool
To have relevant cues for queries, it is imperative to extract semantically meaningful elements
from the database images. Later they can be used intuitively in queries to create fast-access to
the images holding desired semantic information. However, automatic extraction of such cues
is not yet possible, despite the intensive research conducted during the past years [10]. This has
to be acknowledged especially in cases where image archives consist of heterogeneous data that
does not have the specific structure employed by the specialized image understanding system.
A step towards the solution is to develop a semi-automatic tool for semantic image annotation
that utilizes image analysis as a supporting function to the annotation process.

In the CMRS architecture image semantics can be captured into personalized semantic con-
cepts. A semantic concept can be taught to the system manually, by defining a training image
set, from which the system captures basic content of the concept using color based image anal-
ysis. Once the semantic concept has been taught, the CMRS system can use it to automatically
locate corresponding candidate areas in the images of the database for the purpose of annotation.

The central element in the annotation process is the content description of the semantic con-
cept. For this purpose we have extended Kjeldsen and Kender’s [13] work on using color pred-
icates for skin detection into a generic tool to capture color properties of any concept area. The
color predicate is a histogram-like structure in a discrete color space (HSV in our case) that
learns from the positive and negative examples and generates a binarized decision space to be
used in analysis of spatial properties of images. Given the limited descriptive power of the color
predicate this approach is only suitable for describing well-defined concepts such as ‘grass’  and
‘skin’ .

Fig. 6 illustrates the interfaces for teaching the semantic concept ‘grass’  (in this case with a
positive example) and utilizing it to locate grass-like regions in new images for annotation pur-
poses. Fig. 3 illustrated retrieval using semantic concept ‘skin’ .

Figure 6. Semantic concept ‘grass’  is taught with a positive example, and then used for annotat-
ing images.



3.3. Browsing with SOM Browser
SOM Browser is a user application, which provides a hierarchical 2-dimensional view on a da-
tabase. The view is realized with a Self-Organizing Map [14], which upon unsupervised training
derives a nonlinear mapping from the source feature space onto a 2-dimensional lattice preserv-
ing the topological ordering of the data. A SOM is presented in form of neurons, which have a
fixed location in the 2-dimensional lattice and a weight vector, which corresponds to a location
in the original feature space. Upon training the weight vectors are tuned so that each neuron rep-
resents a portion of the data, and their weight vectors designate the rough location of this portion
of data in the original feature space. Given an object in the original feature space, its location
on the map can simply be determined by searching for the neuron, which has the most similar
weight vector to the feature vector of the object. Since SOM preserves the relative topological
ordering of the weight vectors and the neurons, those objects that are located near each other in
the original feature space will be located in nearby (or same) neurons in the map.

If data objects are images, we can assign a visual label to a given neuron by choosing one
of the images located at this neuron. Consequently, we obtain a visual representation of the map
(and the image database), where similar images are located near each other. A well-known con-
tent-based image retrieval system based on this approach is PicSOM [15].

The SOM-based approach to representing a database is not restricted to just images, al-
though they are very suitable in terms of visualization. Similarly, we can derive mappings for
other kinds of objects such as audio and video samples, assuming we have extracted represent-
ative metadata from them. Efficient representation of audio samples in the user interface is nat-
urally much more difficult, whereas with video samples we could resort to using key frames, for
example.

Figure 7. User interface of SOM Browser.
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Fig. 7 illustrates the SOM Browser, which in this example provides two alternate views on
the CorelGallery image collection [4]. The column on the left-hand side contains low resolution
views of the two pre-trained SOM’s that are available for browsing the database. The global
view on the right hand provides a view on the whole database using the selected SOM. The user
can ‘zoom in’  to an interesting portion of the data with a higher resolution local view. The row
above visualizes all objects located at the current neuron of interest, which is also marked in the
low resolution view of the selected SOM, so that the user is aware of his current location at the
database. The user can smoothly shift from browsing to retrieval by example by choosing any
object as the query object. The query can be based on any metadata contained in the database,
not just that used to train the SOM.

Given the unsupervised training procedure, the SOM-based approach is very suitable for ef-
ficient browsing of large databases. The functionality is not restricted to browsing, but it can be
extended to annotation, where the user can label groups of objects by simply pointing their rep-
resentation(s) on the map.

4. Discussion
We presented the current state in developing the CMRS architecture for content-based multi-
media retrieval. The two main design principles have been the encapsulation of the data, the user
interface, and the operations of a particular entity into a single component, and partitioning of
the architecture into a media independent platform and media specific extensions, which togeth-
er allow addition of new components without any modification to the platform or existing com-
ponents. Similarly, support for a completely new media type can be added without any
modifications to the platform or existing extensions. The CBIR extension facilitates queries us-
ing whole images or parts of images or sketches with different color, texture and shape at-
tributes. Semantic concepts based on the color content of images can be manually taught to the
system, and later utilized in semi-automatic annotation of image sets. Efficient SOM-based vis-
ualization and browsing of large image databases is also included in the system. Various exper-
iments on retrieval, annotation and browsing of images were carried out to demonstrate the
functionality of CMRS.

We are currently in the process of adding extensions for audio and video, which poses the
CMRS architecture with a true test in terms of extensibility. Audio and video introduce specific
requirements in terms of media analysis algorithms and user interfaces. At the same time the
user gets access to a much richer functionality in terms of queries and browsing, e.g. by com-
bining attributes extracted from different media types. We are also exploring possibilities of
standardizing all communication between modules with XML, and carrying out usability testing
of the current implementation with an independent test group to obtain feedback on usability.
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Note
An online demonstration of CMRS is available at http://www.mediateam.oulu.fi.
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